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LLM =

Input Prompt: Recite the first law of robotics Input Prompt: Recite the first law of robotics

! Y

TTHES TTHES

Output: Output:
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LLM =
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Input Recite the first law of robotics

Output:
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While {

gEND
KV Cache —=  Who are You ? I'am ZOMI [gEND]
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Prefill :
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KV Cache
B token 7EIT Transformer RISRIA Wi, W, XS EUEMHAERER TR, I A0RHERS
B

HEIRARIS AR AT R A B )T auto-regressive 520, BPEIREAER— token, EPEAKEIZH] token
RIER

WNEREFER— token BHESRLA Wy, W, IXRSEGEFFENIFTA token #E—IE, NIMIEEX,
FTLAE SR HAY KV Cache

o ZOMI 17 GitHub https://github.com/chenzomil 2/AlFoundation



......

Example

{240 prompt = The largest city of China is, AR 6 " tokens, 1R[EIE Shang Hai IXFE" tokens,
BANERIRET:

H49ERK Shang ZBiI, KV Cache 3BHING6/ tokens EBIRLA Wy, W, IXRSEFEE, HIEEF 761 K& V.,

XBH&EIT self-attention + SEETZE (greedy. beam. top-k. top-p &) , 1BZl Shang X token

&R Shang Zf5, BRI transformer BY token R Shang 1IX—)" token, TIAZEEE The largest city
of China is Shang )=+, 1XBJEHE Shang IX— M tokenXJ N AY KV Cache FAZB 6 /™ tokens XFAZAY KV Cach
e HfC3, B /9T 7/ KV Cache, Shang iX—" token FOBUME 6 1 tokens FLR] LATRZ AR “Hai”1X toke

n
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Multi-Head Attention

T LM HEIBEPEREAIFE FEHAY Multi-Head Attention, EFERITRESEPELEHIKER
Linear (%BF%&3k) #0 Scaled Dot-Product Attention BRHY MatMul BF&ETe;% :

Scaled Dot-Product Attention Multi-Head Attention
|
4 Linear
MatMul 1
1 Concat
SoftMax AA
Mask (opt.) Scaled Dot-Product .
A Attention
Scale Al Al Al
1 e - -
MatMul Linear Linear Linear
Q K V
V K &
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Multi-Head Attention

SFeREFF scaled dot production B E

. QK"
Attention = Softmax V

Ja,

Hrh, 88— Q3R token BY, FAFTIENNAY token FOFFA tokens AY K, V ZX3fE, Qcache
MAZ RAY,

BENIAHIFEE—T, 24k Shang 25, BRI transformer BY token R Shang IX—* to
ken, MIAEEE The largest city of China is Shang G+
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Question

=157 Shang Token BY, EXTa= The largest city of China is 1X 6 /" tokens BY query &8 Y, {HE4
BY Hai 1X™ token B, R{K#ER Shang 1X4™ token BY query Iff?

IXNARRESLEIRAH, B token FYERERRIEEI— QFIZRIFMERIK & V
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LLM Training

1l

ZRAIATR Quant, um, _mechan —* token {EFEFEIRZRT XS N AV H5HE, #F mask 3821
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KV Cache

HEIRRJ1E257E Quant, um, _mechan, EBRFFHL 3, FEIESRARLIERE, FOFRFKRIEZEATH
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KV Cache

[FEBT _mechan T—token BF0 mechan BY QBX, #0 Quant, um Y Q Foxk
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KV Cache: Prefill

HOEEES prompt BIANREIHST forward 1T, A KV cache $Z/N,  Prefill fiERHFSAE prompt 13
[E1BEIBYRIFIE cache k ] cache v 7, IXt£[SIHE token 1THE attention BY, B AGoE=XIBIE toke

n BEITE, ST EHENE

1 ZOMI

t0 ~ t2

Prefill

to
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t2

KV Cache

t3 t4

t5

t6

Decode Decode Decode Decode

|

t0 t1 t2 t3 t4
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t0 t1 t2 t3 t4 t5 16

KV Cache
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KV Cache: Prefill

{[BRi% prompt FEE 3 token, prefill HEREGERE, 1X=" token FHXAY KV ([EEFEZESH 1 cach

e

t0 ~ t2 t3 t4 t5 t6

Prefill Decode Decode Decode Decode

t0 t1 12 t0 t1 t2 t3 t4 t0 t1 t2 t3 t4 t5 t6
KV Cache KV Cache KV Cache
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KV Cache: Decode

Decode [TERTRIE prompt BY prefill Z588, — token —™ token HEAERY, response
X FH KV cache B—" decode ¥BXIN response token KV {BEfFEA cache 7, BENNELTE
t4 5 cache B9 t0~t3 BY KV {B1TESE attention [§, FHEBCH KV (BEE33EH cache

t0 ~ t2 t3 t4 t5 t6

Prefill Decode Decode Decode Decode

0 t1 12 10 t1 12 13 t4 10 t1 12 t3 t4 t5 16
KV Cache KV Cache KV Cache
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KV Cache: Decode

M BRI RS, BJLUSIR KV cache FEIERT4 S A :
BELS prompt 2B ZHIFFITE, KV cache ATk, X GPU BRER/ES

AT HEBRFRYIKETETCAE, ATLURMERRI KV cache EREHIFIEZE

1 ZOMI

t0 ~ t2

Prefill

to

1

t2

KV Cache

t3 t4

t5

t6

Decode Decode Decode Decode

|
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KV Cache
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t0 t1 t2 t3 t4 t5 16

KV Cache
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* LLM ¥EIE Prefill & Decoding fTEZ Roofline Model 1T{U@0 T, HH:
=fj Prefill: 1% Batch size=1, Sequence Length #AITEREM A, BE/EF Compute Bound
2. |FBY Decoding: Batchsize # X, ITELREMA, HICHEEIEEMNLX, BE/EFMemory Bound

Peak Throughput

#

Bandwidth
Bound

Compute
Bound

Throughput (tokens/sec)

2
4

1 . I
® 50% of Peak => 50% MBU Batch Size ® 70% of Peak => 70% MFU
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Prefill BTERAELLEYN Batch Size PRIRTLISKIGLLEKRIITERE, HNAEITERS

Decoding fTEREELVEIAHY Batch Size A BEFKE

1 2 4 8 16 32 64 128 256 512
Batch Size

Throughpu

Decode

AT RRER AL

| —®— Sequence length: 64
-# - Sequence length: 128
—&- Sequence length: 256
-4 Sequence length: 512
—¥— Sequence length: 1024

1 2 4 8 16 32 64 128 256 512

Batch Size

(a) Throughput of a single layer of LLaMA-13B on A6000 GPU.

34

GitHub https://github.com/chenzomil 2/AlFoundation



HAZRST Hr

- Prefill YERTELLEY )\ Batch Size THRETIASKISHLARIH EIREE, HEMIAOEIHBARAS

* Decoding BTERFREELLEIARY Batch Size 7 BEXIGTEXI ST EBE AL

Prefill

3000 2501

Do
(=]
o

Arithmetic intensity
o
o

1 2 8
Batch size

Decode

—
o
o

%))
o

B preproj

| EEEA attn

ESS postproj

BN ffn

Batch size

(b) Arithmetic intensity with 1K sequence length (per-request).
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Bring Al System to every person, home and
organization for a fully connected,
intelligent world.

Copyright © 2024 XXX Technologies Co., Ltd.
All Rights Reserved.

The information in this document may contain predictive
statements including, without limitation, statements regarding
the future financial and operating results, future product

portfolio, new technology, etc. There are a number of factors that
could cause actual results and developments to differ materially
from those expressed or implied in the predictive statements.
Therefore, such information is provided for reference purpose
only and constitutes neither an offer nor an acceptance. XXX
may change the information at any time without notice.
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https://www.omrimallis.com/posts/understanding-how-lIm-inference-works-with-llama-cpp/

SARATHI: Efficient LLM Inference by Piggybacking Decodes with Chunked Prefills
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