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Server Block Diagram
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Training compute (FLOPs) of milestone Machine Learning systems over time
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SFREZI]WMEKRAIEE ( Foundation Models )

Training compute (FLOPs) of milestone Machine Learning systems over time
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Achieved teraFLOP/s
per GPU
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Figure 13: Throughput per GPU of various parallel configurations
that combine pipeline and tensor model parallelism using a GPT
model with 162.2 billion parameters and 64 A100 GPUs.
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Figure 14: Throughput per GPU of various parallel configurations
that combine data and pipeline model parallelism using a GPT
model with 5.9 billion parameters, three different batch sizes, mi-
crobatch size of 1, and 64 A100 GPUs.
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Figure 6: Fraction of time spent idling due to pipeline flush (pipeline

bubble size) versus data-parallel size (d), for different numbers of

GPUs (n) and ratio of batch size to microbatch size (b’ = B/b).

—&— Batch size =32
1501 —&— Batch size =128
—4&— Batch size = 512

—

501 @

Achieved teraFLOP/s
per GPU
)
<

0 T T T T T
(2,32) (4,16) (8,8) (16,4) (32,2)
(Tensor-parallel size, Data-parallel size)

Figure 15: Throughput per GPU of various parallel configurations
that combine data and tensor model parallelism using a GPT model
with 5.9 billion parameters, three different batch sizes, microbatch
size of 1, and 64 A100 GPUs.
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Data parallelism, DP
Distribution Data Parallel, DDP
Fully Sharded Data Parallel, FSDP
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MP: Tensor parallelism 3KE317T

Divide parameters in the layer into different devices, which we called tensor model parallelism
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MP: Pipeline parallelism #Kk&F17
Model divided layers into different devices, which we called pipeline parallelism
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Numerical features
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Naumov, Maxim, et al. "Deep learning recommendation model for personalization and recommendation systems." arXiv preprint arXiv:1906.00091 (2019).
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Transformer layer #1

Tensor MP partltlon #1

_-—___—__\ —_—————

o-—L.___ __ = __________l

Tensor MP partltlon #2

\ Pipeline MP partition #1

/ -—._.-—.——._"\-—--—..——-—-—-

o _'~-—-'—-._—-_—-~-\_’-._’-~.

/________._

/

17 : Megatron-LM 1E

SR

J

Transformer layer #2

{,(F—;——_——'—T——'——:\: T T\ensE)TMFTpart—lt-lo.n_#f — ]\
I @ﬁ@f;'if‘—?al_ﬂff IminE
= eae U EEa
o 2 Tensor MP partition #2 j_
s —  —— t — — et —
\ Pipeline MP partition #2 )

Figure 2: Combination of tensor and pipeline model parallelism (MP) used in this work for transformer-based models.
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